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ABSTRACT

Feedback mechanisms that allow partners to rate each other after a transaction are
considered to be crucial for the success of anonymous internet trading platforms. We
document an interesting asymmetry in the feedback behavior on eBay, propose an
explanation based on the micro structure of the feedback mechanism and the time
when feedbacks are given, and support this explanation by findings from a large data
set. Our analysis implies that the informational content of feedback records is likely
to be low. The reason for this is that agents appear to leave feedbacks strategically.
Negative feedbacks are given late, in the “last minute”, or not given at all, because
of the fear of retaliative negative feedback. Conversely, positive feedbacks are given
early in order to encourage reciprocative positive feedbacks. Towards refining our
insights into the observed pattern, we look separately at buyers and sellers, and
relate the magnitude of the effects to the trading partners’ experience.

*We are grateful to Florian Hauber and Johannes Koenen for excellent research assistance. We truly
appreciate having had the opportunity to extensively work on this paper during the 2005 C.E.P.R.
European Summer Symposium in Economic Theory in Gerzensee, Switzerland.
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CESifo, and ZEW; G. Spagnolo: Consip, Stockholm School of Economics, and C.E.P.R..
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1. INTRODUCTION

Feedback mechanisms that allow partners to rate each other after a transaction are claimed
to be crucial for the success of anonymous trading platforms such as eBay. On such
electronic platforms, the room for opportunistic behavior on both sides of the market is
particularly wide: anonymity and distance allow sellers to cheat on the quality of the
good; likewise, buyers can potentially be dishonest concerning their payment behavior.!

In spite of the incentive to free ride—providing feedback appears a purely altruistic
act prima facie—on eBay feedback is given in most transactions.? Therefore, it could be
argued that this device plays an important role in diminishing informational asymmetries
by enhancing the discipline of transacting parties. However, there is a lively discussion
about the economic effects of reputation mechanisms in electronic markets. Rather than
focussing on the effects of reputation, for example on prices or the probability of selling,
we focus on the sequence and timing of feedbacks.®

In particular, we document an interesting asymmetry in the feedback behavior, pro-
pose an explanation based on the micro structure of the eBay feedback mechanism, and
support this explanation by findings from a large data set. Our analysis implies that the
informational content of feedback records is possibly rather low. This is often neglected
by users on eBay.*

On eBay, both the seller and the buyer of an object are allowed to rate each other
after a transaction. Mostly, feedbacks are positive. Moreover, it is well known that the
correlation between first and second feedbacks is very high. We argue that this is at least
partly driven by feedback reciprocity, i.e. giving a positive feedback in return to a positive
feedback. In contrast, and surprisingly, incidences of feedback retaliation, i.e. reacting to
a negative feedback with a negative, are relatively rare in the data. In most cases, the
second feedback is missing. In particular, in our data, we find that about 71 per cent of
the positive feedbacks are reciprocated, whereas only about 37 per cent of the negative
feedbacks are retaliated.

Obviously, one should expect a difference in the reaction patterns to positive and

! According to the Internet Crime Complaint Center (IC3) 2004 Internet Fraud Crime Report “internet
auction fraud was by far the most reported offense, comprising 71.2% of [207, 449] referred complaints.”
See http://wwwl.ifcefbi.gov /strategy /statistics.asp| (July 2005). Likewise, the FTC reports that “internet
auction fraud is on the rise, with an increasing number of consumers complaining about sellers who deliver
their advertised goods late or not at all, or deliver something far less valuable than promised.” See
the FTC’s “Top Ten Dot Cons” on |http://www.ftc.gov/bcp/conline/edcams/dotcon/auction.htm| (July
2005).

2Resnick and Zeckhauser (2001) were among the first to investigate feedback behavior on eBay. They
find that in about 52 per cent of the transactions feedback is left.

3The effects of seller reputation on prices and the probability of selling the object are usually found to
be negligible or positive. See, for example, Melnick and Alm (2002), Bajari and Hortagsu (2003), Cabral
and Hortagsu (2005), Livingston and Evans (2004), Lucking-Reiley, Bryan, Prasad, and Reeves (2005),
Houser and Wooders (forthcoming). See also Bajari and Hortagsu (2004) as well as Resnick, Zeckhauser,
Swanson, and Lockwood (2004) for an overview.

4Jin and Kato (2002) find in a field experiment that “at least some buyers” overestimate the infor-
mational content of feedback score and “drastically underestimate the risk of trading online”. Likewise,
Resnick, Zeckhauser, Swanson, and Lockwood (2004) question whether price premia, which they find,
reflect a reputation equilibrium, and should in fact not be observed in the data.


http://www1.ifccfbi.gov/strategy/statistics.asp�
http://www.ftc.gov/bcp/conline/edcams/dotcon/auction.htm�
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negative first feedbacks. If agents who give the first feedback expect the opponent to
reciprocate to positive feedbacks, or retaliate to negative feedbacks, then one would expect
negative first feedbacks to be rare and positive ones to be common, a pattern that is
usually found.® This, however, does not explain why there is an asymmetry, namely that
negative feedbacks are typically not reciprocated. We aim at identifying the driving forces
behind this asymmetry.

Feedback behavior can be influenced by several forces including the outcome of the
transaction and strategic considerations. Public statements by eBay emphasize the ability
of the feedback mechanism to discipline transacting parties by informing potential future
trading partners about their current conduct. In the founder’s letter posted on February
26, 1996, Pierre Omidyar claims:®

“Most people are honest. And they mean well. Some people go out of their way to make
things right. I've heard great stories about the honesty of people here. But some people are
dishonest. Or deceptive. This is true here, in the newsgroups, in the classifieds, and right
next door. It’s a fact of life. But here, those people can’t hide. We’ll drive them away.”

Truthful reporting, however, may be in conflict with strategic considerations. For example,
an agent may choose to always react with a positive feedback to a positive feedback and
with a negative to a negative, in order to build a reputation as an “impersonator”. Such
a reputation could be valuable because it encourages future partners to give positive
feedbacks, and discourages them from giving negative ones.

Our explanation for the asymmetry is based on the institutional rules for giving feed-
back, combined with agents’ expectations about retaliation and the assumption of at-
tention decreasing in time. We argue that if an agent considers giving a first positive
feedback, she should give it as early as possible in order to maximize the probability of a
favorable reciprocation. Conversely, if an agent considers giving a first negative feedback
and is concerned with possible retaliation, she should give the feedback as late as possible,
i.e. she should opt for a last minute feedback.

In order to support this explanation, we collected a large data set on eBay auctions
and the ensuing feedbacks. We find that first feedback is given substantially earlier if
positive rather than neutral or negative. Moreover, our nonparametric analysis reveals
that the probability of the trading partner reacting to the feedback is decreasing in the
time the first feedback was given. It is interesting to see that this is the case no matter
whether the first feedback was positive or negative. As predicted, the probability that a
first feedback is negative increases substantially towards the end of the 90 day period.”

Towards refining our insights into the observed pattern, we look separately at buyers
and sellers, and the trading partners’ experience as well as at interaction effects between
role and experience. We also consider end game behavior by one of the actors.

5See, for example, Resnick, Kuwabara, Zeckhauser, and Friedman (2000), Resnick and Zeckhauser
(2001), Bajari and Hortagsu (2004), Cabral and Hortagsu (2005), and Chwelos and Dhar (2005).

6See http://pages.ebay.com /services/forum /feedback-foundersnote.html (July 2005).

"Curiously, and in further support of our “last minute feedback” explanation, Auctionhawk, a com-
pany specialized on eBay, even provides a service, for payment, to give feedback in the last minute, see
http://www.auctionhawk.com/?last_minute_feedback (July 2005). A free reminder service is offered by
U.K. Auction Watch at http://www.ukauctionhelp.co.uk /remindme.php| (July 2005).


http://pages.ebay.com/services/forum/feedback-foundersnote.html�
http://www.auctionhawk.com/?last_minute_feedback�
http://www.ukauctionhelp.co.uk/remindme.php�
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In this paper, we argue that giving negative feedback in the “last minute” and positive
feedbacks early is motivated by strategic considerations. “Last minute bidding” in English
auctions with fixed end time (Roth and Ockenfels 2002) is a similar phenomenon. The title
of this paper refers to the fact that in both cases last minute action is exploited in order to
prevent the opponents’ reaction to the revelation of private information. However, if one
were to consider mechanisms without fixed ending times, agents in an auction would still
prefer placing a bid to abstaining. On the contrary, giving a negative feedback becomes
less attractive because of the fear of retaliation. Therefore, from a welfare point of view,
the presence of a last minute is desirable in the context of feedbacks, whereas in the
context of bids, it is not necessarily.

2. THE EBAY FEEDBACK MECHANISM

eBay is by far the biggest internet trading platform that brings both private and profes-
sional buyers and sellers together. In 2004, the number of listings exceeded 1.4 billion
and eBay’s gross merchandise volume accounted to more than 31 billion U.S. dollars.®
Amongst other services, eBay provides a second price auction mechanism in which the
seller describes the object and specifies a reservation price as well as the length of the
auction period. Then, potential buyers can enter their bids.

As a matter of principle, eBay is only involved in the post auction transactions process
if problems arise. In general, information on the conduct of the two parties is neither
observable to us nor to future trading partners. Instead, eBay encourages its users to leave
a feedback for each other within 90 days after the termination of the auction.” If a feedback
is given, it consists of a positive, a negative, or a neutral mark, and is accompanied by
unformatted comments. For every user, eBay keeps a feedback record which contains all
feedbacks received and left from transactions in which she was involved.*” A recorded
feedback cannot be removed unless both parties agree to. All marks are summarized
in a feedback score and several summary statistics including the percentage of positive
feedbacks. Especially the feedback score can easily be observed by any partner in the
bidding process.

In order to investigate the possibility of strategic feedback behavior we now systematize
the decision to give a feedback. This is done under the simplifying assumptions that the
timing of this decision is restricted to the 90 day period after the conclusion of the auction
and that there is no possibility to jointly withdraw feedbacks. In Section 4 below, we will
comment in detail on these assumptions and provide a schematic sensitivity analysis.

For the ease of the exposition, we follow a convention in the literature, see e.g., Resnick
and Zeckhauser (2001) and Cabral and Hortagsu (2005), and occasionally group neutral

8See http://investor.ebay.com /downloads/Metrics.pdf (July 2005).

9More precisely, eBay encourages, and guarantees recording feedback only within this period. An
informal survey and the empirical evidence suggest that feedback thereafter is extremely rare. We will
further comment on this in Section 4 below.

10¢Bay also offers internet shop services. Thus, feedbacks may also be based on experiences in trading
via this channel, rather than auction trading.


http://investor.ebay.com/downloads/Metrics.pdf�
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and negative marks together. We will refer to them as negatives. However, we should
emphasize that separating neutral from negative marks would not change our results
qualitatively.

Figure 1 and 2 describe the decision tree for the “feedback game” that starts right
after the end of the auction. In this feedback game, in which buyer and seller are treated
symmetrically, the agents may give their feedback at any time. Together, Figures 1 and
2 depict the 90 days long decision tree as a continuum of decision nodes. Starting from
the first instant after the auction agents simultaneously choose whether or not to give a
feedback, as long as neither of them has placed their feedback, yet. The first decision
node of Figure 1 depicts this simultaneous game for the first instant of time. Each agent
can simultaneously choose among abstaining from giving feedback (0), giving a positive
feedback (+4), and giving a negative or neutral one (—). As usual, the information set at
2’s decision node implies that 1 and 2’s decisions are simultaneous, i.e. that neither of the
two players observes the opponent’s decision for that instant before choosing. If both 1
and 2 choose to give a feedback in the first instant of time, the “feedback game” ends and
the two feedbacks are recorded and become observable on the platform. If one of the two
agents gives her feedback and the other does not, the other agent will be able to observe
the feedback received an instant of time later, and will remain the only one with a choice
to make. As long as both 1 and 2 choose not to give feedback and the last instant is not
reached, the simultaneous game starts again in the following instant of time. Once the
“last minute” is reached, i.e. the last instant of the 90 days in which a feedback can be
given, the simultaneous decision node changes form into that described in Figure 2.

We complement this decision tree, which represents the relevant institutional rules of
the eBay feedback mechanism, with two reduced form assumptions that summarize our
view of the situation prevailing in eBay.

ASSUMPTION 1: Agents strictly prefer receiving a positive feedback to receiving no feedback
to receiving a negative feedback.

This assumption reflects that a “good” feedback record consisting of many positives
and only a few negatives is valuable to both sellers and buyers. Naturally, buyers in one
transaction could well be sellers in another. Therefore, it is assumed that both agents
value positive feedbacks.™' Our second assumption reflects the agents’ equilibrium beliefs
stemming from their experience as actors on eBay. We will support this assumption by
empirical evidence in Section 3.

1 As was already pointed out in footnote [3 price effects of reputation are usually found to be nonneg-
ative. Therefore, a “good” reputation is valuable to sellers. In principle, potential buyers in an auction
could distinguish feedbacks the seller has received as a seller from feedbacks she has received as a buyer.
This, however, is a complex task. See also Cabral and Hortagsu (2005) who find that at least some sellers
were able to build up their reputation as buyers. Even pure buyers can benefit from a “good” reputation
record since sellers are allowed to exclude buyers from their auctions. This is possible on the basis of
their subjective judgement of a bidder’s reputation record.
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Figure 1: Decision tree before the last minute.
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Figure 2: Decision tree in the last minute.
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ASSUMPTION 2 (Agents giving feedback first expect trading partners to reciprocate or
retaliate, but with lower probability the later the first feedback is given): The agents’
beliefs are:

(a) The probability of receiving a positive feedback at any instant t after having given a
positive feedback before t is strictly greater than the probability of receiving a positive
feedback in t after having given a negative or no feedback before.

(b) The probability of receiving a negative feedback at any instant t after having given a
negative feedback before t is strictly greater than the probability of receiving a negative
feedback in t after having given a negative or no feedback before.

(c) The probability of receiving a feedback after having given the first feedback in t is
strictly decreasing in t.

Assumption 2 can be motivated from two observations. First, the probability of re-
ceiving a feedback is decreasing in the time which has passed since the auction ended.
Second, some users, as a matter of principle, never leave feedback first.'® They can, how-
ever, be encouraged to leave a reciprocative positive, see Assumption 2(a), or a retaliative
negative feedback, see Assumption 2(b).

Given the decision tree sketched above, and the preferences and beliefs described
in Assumptions 1 and 2, an agent considering giving a positive feedback first will be
encouraged to do so by the possibility to receive a positive feedback in exchange. If an
agent chooses to give a positive feedback she will tend to do it early in order to increase the
likelihood to be reciprocated. Conversely, an agent considering giving a negative feedback
will be discouraged from doing it by the possibility that her trading partner retaliates
by also giving a negative feedback. If she decides to take the risk and give the negative
feedback she will tend to do it late in order to reduce the risk of retaliation.

(Clearly, this assumes that some agents are motivated to give both negative and positive
feedback. If users were perfectly rational, it would be hard to explain why feedback is
given at all. On the other hand, they are constantly encouraged to do so, for example by
Pierre Omidyar, the founder of eBay already cited above:

“Protect others from them [people who are dishonest or deceptive]. This grand hope depends
on your active participation. Become a registered user. Use our feedback forum. Give praise
where it is due; make complaints where appropriate.”

This encouragement seems to be fruitful. This is documented by Resnick and Zeck-
hauser (2001) who find that at least one feedback is left in 52 per cent of the cases.

12Sometimes, this is even publicly announced in the auction listing.
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positive  0.982
first feedback mneutral  0.008
negative (.01

2,471,459 observations.

Table 1: Sample probabilities for the first feedback.

To sum up, our empirical predictions are that relative to the benchmark of truthful
non strategic reporting:

PREDICTIONS:
1. Many positive feedbacks and few negative feedbacks will be given,

2. positive feedbacks will be given earlier and negative ones will be given later, with last
minute feedback being the limit case,

3. positive feedbacks will be reciprocated more often than negative ones will be retaliated.

Predictions 2 and 3 are consistent with a complementary line of reasoning: An agent
could feel unsatisfied and give a negative feedback because the completion of a transaction
took longer, or it took him longer to realize that a transaction will not be completed. Then,
naturally, negative feedbacks are given later even if feedback behavior is non strategic.
However, this does not offset the incentive to act strategically and delay negative feedbacks
even further. This point will be at the center of our empirical analysis.

3. EMPIRICAL RESULTS

The data for the empirical analysis were collected in the second quarter of 2005 from the
eBay platform. Starting from randomly drawn auctions we created a data set consisting of
2,471,459 auction records including respective feedbacks and their timing. By construc-
tion, the data include auctions for which at least one feedback was left. It is a random
sample with respect to the category of the auctioned good which we think is appropriate
for the purpose of this empirical analysis since we want to study feedback behavior in
general. The data collection procedure is described in more detail in Appendix A.

3.1.  Sequence and Timing of Feedbacks

Table 1 contains sample probabilities for the first feedback being positive, neutral, or
negative. Observe that, in accordance with Prediction 1, 98 per cent of the first feedbacks
are positive. These numbers are conditional on at least one feedback being left. Resnick
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second feedback
positive neutral negative missing
unconditionally 0.697 0.003 0.006 0.295

positive  0.709 0.002 0.002 0.288
given first feedback neutral 0.044 0.096 0.042 0.818
negative  0.025 0.01 0.367 0.598

2,471,459 observations.

Table 2: Conditional sample probabilities for the second feedback

and Zeckhauser (2001) report a similar table and find that at least one feedback is left in 52
per cent of the transactions. If reporting was truthful and non strategic, the other 48 per
cent of the feedbacks could reasonably be assumed to be missing at random. Otherwise, it
could well be that neutrals or negatives are hiding behind these missing feedbacks. In the
course of this section we will show empirical evidence for such strategic feedback behavior
which is well in line with Section 2’s analysis.

Table 2 contains unconditional and conditional sample probabilities for the second
feedback being positive, neutral, negative, or missing. In 70 per cent of the cases a second
feedback is left. In about 71 per cent of the cases we observe that a positive feedback
is reciprocated whereas only in about 37 per cent of the cases a negative feedback is
retaliated—which is well in accordance with Prediction 3.

We have argued in Section 2 that the relationship between the timing and type of the
first feedback is key in trying to understand these empirical phenomena. In particular,
we have argued that negative or neutral marks are given late in order to prevent the
opponent from retaliating, see Prediction 2.

When the timing of first feedbacks is strategic it is chosen in light of the expected
reaction by the trading partner. In Section 2 we have argued that it is because of the
attention of the trading partner being fading in time—as formulated in Assumption 2
(c)—that positive feedbacks are given early and negative or neutral feedbacks are given
late. In Figure 3, we have plotted the dependence between the second feedback and
both the time of the first feedback and its type. All graphs show that the later the first
feedback is given the less likely it is that a second feedback is given at all. More precisely,
the probability that a second feedback is missing is increasing in time. Importantly,
this observation is independent of the type of first feedback so that our assumption is
supported by the data.

We document the timing of the first feedback in Figure 4. It shows conditional em-
pirical distribution functions of the time the first feedback is given, where we condition
on the type of the first feedback. In particular, we find that in a first order stochastic
dominance sense first feedback is given earlier if it is positive rather than neutral, and
neutral feedback in turn is given earlier than negative feedback.

These estimates are complemented with estimated conditional probabilities of the
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(bottom) feedback given a positive (solid line) and negative or neutral (dashed line)
feedback against time of the first feedback. Kernel regressions.
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First Feedback

empirical c.d.f.

0 ' 30 ' 60 ' 90
time of the first feedback in days

Figure 4: Empirical cumulative distribution functions for the timing of the first feedback
given that it is positive, neutral, or negative (from left to right). Note that negative and
neutral feedbacks are given later in a first order stochastic dominance sense. [confidence
intervals to be added]

first feedback being positive as well as the probability of a first feedback being neutral
or negative, conditional on the time of the first feedback, respectively. This was done
by nonparametric regressions of indicator variables for the type of the first feedback on
time.'¥ The results are shown in Figure 5. Note that the later the first feedback is left,
the more likely it is to be negative or neutral-—even culminating into a spike right at the
end of the 90 day period. Hence, there is evidence for last minute feedback in the sense
that feedback left in the “last minute” is much more likely to be negative. However, we
should note that most feedback is positive and is left relatively early within the 90 day
period.

3.2.  Truthful Reporting vs. Strategic Feedback Behavior

As we have already argued in Section 2, even if feedback behavior was non strategic
negative or neutral marks could be given later simply because the transaction was delayed.
In fact, Resnick and Zeckhauser (2001, Table 2) have analyzed the feedback comments
belonging to a sample of negative or neutral marks and find that 11 per cent of the
complaints were about slow shipment. In 23 per cent of the cases buyers claimed not

13We used a Gaussian kernel since the data is more sparse towards the end of the 90 day period. The
bandwidth was chosen according to Silverman’s rule.
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first feedback positive
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Figure 5: The probability of a first positive (top) and first neutral/negative (bottom)
feedback against time. Kernel regressions.

to have received the item after they had payed for it, so there is at least some scope for
delays. On the other hand, in 24 per cent of the cases the good was shipped in time but
was in poor condition. Note that these explanations do not offset the incentive to act
strategically and postpone negative or neutral marks.

Next, we disentangle aspects of truthful reporting and strategic feedback behavior.

3.2.1. Last Minute Feedback

Figure 5 shows that the probability that a negative or neutral feedback is left increases
in the first 30 to 40 days after the end of an auction. This increase could be explained by
delayed transactions which result in a negative or neutral feedback. Thereafter, until the
last day of the 90 day feedback period, the probability of a negative or neutral mark seems
not to depend on the timing of the first feedback. However, it increases dramatically on
the 90th day after the end of an auction. As for statistical inference, we have regressed an
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indicator variable for a first negative or neutral feedback on a spline function in the time of
the first feedback, controlling for experience of the trading partners and whether the first
feedback was left by the buyer or the seller. This reveals that the probability that a given
feedback is negative or neutral on the last half a day of the 90 day period after the end of
the auction increases by about 6 per cent on average. This increase is highly significant
at any level. Note that it can hardly be reconciled with non strategic behavior since
this would require that substantially more negative or neutral than positive information
on the trading partner is revealed on the second half of the 90th day, compared to the
period preceding this day. On the other hand this finding is well in line with Prediction
2, grounding on strategic considerations, which was developed in Section 2.

3.2.2. 'Transaction Sequence

On eBay, the good is usually shipped after the payment has arrived. Therefore, if trading
partners would just report truthfully and non strategically, the seller would rate first on
average because she always knows first whether her trading partner behaved well. In fact,
only in 37 per cent of the cases the seller rated first. Furthermore, if she was rated, she
replied in 70 per cent of the cases.

By the same logic, the seller should rate first given that the transaction did not go
well. More precisely, under the truthful reporting hypothesis, given that the first feedback
is negative or neutral and the second feedback is non positive, the seller should usually
rate first. Note that in this situation the incentives to act strategically are even higher
than in the previous point. In fact, in this situation only 12 per cent of the sellers rate
first, compared to 37 per cent before.

We interpret this as further evidence for strategic behavior.

3.2.3. The Role of the ‘Role’

In general, we suppose sellers to be more likely to be sellers in future transactions so
that they are more interested in getting a positive feedback and avoiding a negative.
Consequently, the effects we have documented so far should be more pronounced for
sellers. Figure 6 in Appendix B shows that first feedbacks are in fact given substantially
earlier if they are positive and given by the seller compared to positives given by the
buyer. Along these lines, we find that negative or neutral marks are given later by sellers.
Likewise, Figure 8 in Appendix B shows that both reciprocity and retaliation is more
likely for sellers than for buyers. In light of the arguments that were already developed in
Subsection 3.2.2, this is inconsistent with truthful reporting in the sense that under this
hypothesis we would expect sellers to rate first on average, not second.

3.2.4. The Effect of Experience

Several decades of experimental economics have shown the importance of players’ experi-
ence in situations with strategic interactions, an important aspect being the deepening of
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the understanding of the opponent’s strategic reaction to one’s action. On eBay, a proxy
for experience that is easily observable is an agent’s feedback score.

If trading partners were acting strategically we would expect them to leave negative
and neutral marks later and, at the same time, positive marks earlier following the logic
that was developed in Section 2 of this paper. On the other hand, under truthful reporting,
we would expect the effect of experience to be symmetric on the timing of first feedbacks.
This means that all marks are either given later or earlier by more experienced agents.
Therefore, only if agents were induced by their experience from past transactions to act
strategically, we should observe the effect of experience to be asymmetric with respect
to the timing of negative and neutral marks on the one hand and positive marks on the
other. In fact, regressions in which we control for the role of the agent giving feedback
first reveal that negative and neutral first marks are given later and positive marks are
given earlier by experienced agents. This effect is statistically significant at any level.
This is also shown in Figure 7 in Appendix B. In Figure 9 we see that in addition both
reciprocative and retaliative behavior is stimulated by experience.

3.3.  Summary

To summarize our empirical findings, we shall argue that they point towards strategic
feedback behavior and conform with the predictions developed in Section 2. The as-
sumption of the agents’ attention being fading in time is directly confirmed by the data.
Interestingly, we find evidence for non retaliated last minute negative feedback.

4. MvutuaL FEEDBACK WITHDRAWAL AND EXTENDED FEEDBACK PERIODS

In our presentation we have abstracted from two features that are peculiar to the eBay
feedback mechanism. First, feedbacks can be withdrawn if both parties agree to and
second, feedbacks can sometimes be left more than 90 days after the end of the auction.
We discuss the implications of these institutional details in two subsections.

4.1.  Mutual Feedback Withdrawal

A somewhat less well known feature of the eBay feedback mechanism is that, after feed-
backs are given, they can be withdrawn subject to the mutual approval by both parties.
All feedbacks, one or two, that are given up to the time of the withdrawal are removed and
no more feedbacks can be left. If feedbacks are removed, they do not enter the calculation
of the feedback score but remain in parties’ feedback histories as “withdrawn” feedbacks.
Additionally, the number of withdrawn feedbacks is shown besides the members’ feedback
summary.

Obviously, the possibility to withdraw feedbacks increases agents’ ability to renegotiate
in order to reach a final agreement. It allows agents to trade feedbacks, e.g. a withdrawn
negative for a withdrawn negative. In general, this ability to renegotiate has negative
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effects on the performance of a feedback mechanism. It decreases its informational content
by promoting strategic, i.e. non-truthful, feedbacks.**

While it is observable whether feedbacks were withdrawn, we cannot observe whether
the withdrawn feedbacks were positive or negatives. However, under the assumption that
a good reputation record is valuable to at least one party, two positives should never be
withdrawn. Therefore, in the remainder, we restrict our attention to situations in which
at least one negative feedback was left.

In our data, only 0.1 per cent of all feedbacks were withdrawn, 25 per cent of these
within two days. The average withdrawal time is around 20 days after the last feedback
was left. 1o

4.1.1. Withdrawal of Two Negative Feedbacks

Rational agents and backward induction. The simplest among these situations, the one
in which we expect most feedbacks to be withdrawn, is the case in which two negative
feedbacks were left. Suppose both parties in the transaction value not having negative
feedbacks more than the procedural cost of withdrawing feedbacks, are rational and not
norm guided, and have a negligible chance of trading again in the future. Suppose further
that observing and interpreting an agent’s past feedback behavior—how has an agent left
feedbacks and reacted to other agents’ feedbacks in the past?—is too costly relative to
the value of the transaction. Then, simple backward induction applies and suggests that
two negative feedbacks will always be renegotiated and withdrawn, independent of the
history that led to them.

Reputation as a punisher. For Section 3’s empirical analysis we have coded withdrawn
feedbacks as negatives. Surprisingly, even under this assumption, only 22 per cent of
all retaliated feedbacks were mutually withdrawn afterwards. In general, Section 3’s
findings are robust to feedback withdrawal. For an explanation assume that observing and
analyzing an agent’s past feedback behavior is an option for at least some agents. Then,
not withdrawing negative feedbacks may have signalling purposes for some agents because
they can thereby build a reputation as a “tough” punisher to deter future cheating, or
receiving negative feedbacks. We are sceptical about this possibility, given how complex
it is to track and interpret an agent’s past feedback behavior.

Ezperience. We consider it more likely that many agents involved in these badly
performing transactions were unexperienced and did not know about the possibility of
withdrawal. To test this hypothesis we compared the withdrawal frequency for couples

14See Dini and Spagnolo (2005a) for a general result. This is why Dini and Spagnolo (2005b) suggest
to keep feedback mechanisms unilateral whenever it is possible: then, trading a positive feedback against
a positive feedback is not an option. Provided that other forms of (e.g. monetary) trade are costly the
informational content of such feedbacks increases. The empirical results in Chwelos and Dhar (2005)
nicely support this policy prescription.

I5Note that in principle, we could have missed some late feedbacks and late feedback withdrawals if
they occurred very late after the end of the auction, say 125 days. This is due to the design of the data
collection procedure and it would be beyond the scope of this paper to improve on this. However, we
strongly believe this number to be negligible.
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of experienced trading partners to the one for couples of inexperienced trading partners.
We measured the experience of the couple by the sum of the agent’s feedback scores. For
low experience (less than 200 feedback points in total), the probability of a retaliated
feedback to be withdrawn was 11 per cent, and for high experience (at least 200 feedback
points in total) it was 22 per cent.

Withdrawal as a threat. Alternatively, assume that agents believe there exist potential
trading partners that do not value their own reputation, i.e. they do not fear retalia-
tion. These could, e.g., be occasional buyers paying in advance. Then, the possibility to
withdraw feedbacks could be used to signal toughness, i.e. that their valuation for repu-
tation is low so that they are always prepared to give a negative or retaliate a negative
without withdrawing it thereafter. This can be used to exact performance of the other
trading partner. In particular, such an occasional buyer could give a negative feedback
early, before the good is delivered, to underline that she does not care about retaliation
so that if the delivered good does not conform to promises, the negative feedback will
stay. An empirical implication of this use of the possibility to withdraw feedbacks is that
such buyers would leave negative feedbacks earlier than sellers, something we do observe
in our data. In particular, if a feedback is withdrawn later on, the probability that the
first feedback was given by the buyer is 86 per cent compared to 80 per cent when it was
negative or withdrawn.'® Moreover, if the first feedback is negative, the mean time of
the first feedback is 33.4 days after the end of the auction if it was given by the seller
and 30.8 days if it was given by the buyer. Distinguishing whether buyers give feedback
earlier to signal toughness and discipline sellers with a credible threat of not withdrawing
it in case their performance is poor, or just because they do not care about retaliation, is
not easy and is beyond the scope of this paper.

4.1.2.  Withdrawal of One Negative

In case only one negative feedback was given, naturally, only one party is interested in the
withdrawal of this feedback. Suppose reports were truthful, so that one party (say the
seller) was satisfied by the trading partner’s performance (say prompt payment), but the
other party was not (the buyer found the good of lower than expected quality). Then, the
unsatisfied party that left a negative could agree to withdraw the feedbacks in exchange for
a discount in price, or the seller’s willingness to take back the good. However, in general,
these “renegotiated” transactions are hard to enforce. Since feedbacks are already given,
and can only be jointly withdrawn, there is no guarantee for the accomplishment of such
a new agreement. In our example, after the seller accepts to take back the good, if she
returns the money first the buyer could be inclined not to return the good, or not to agree
to withdraw the feedback given that hers is positive. Likewise, if the good is sent back
first, the seller may not want to return the money. These enforcement problems of ex post
renegotiation in asymmetric situations, where no feedback mechanism is present to limit
opportunism, let us believe that most withdrawn feedbacks are couples of negatives.

16 As we have noted before, we cannot tell whether a withdrawn feedback was negative.
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4.2.  FExtended Feedback Periods

We have been working under the simplifying assumption that feedbacks can only be
left within 90 days from the end of the auction. As we mentioned, though, eBay only
guarantees that both parties may independently leave a feedback comment for the other
party within 90 days after the end of the auction. It is a little known fact that this does
not exclude the possibility of leaving feedback after this 90 day period. In eBay’s own
words: “If you need to leave feedback for a transaction that is more than 90 days old, you
may do so using the ’single transaction form’ link located on the Leave Feedback page.
Remember, eBay only commits to items being available for 90 days, so if it is greater than
90 days you may not be able to leave feedback.”'” We have also checked this in a chat
with a member of the eBay support team.

After 90 days, eBay removes the link on a member’s personal “My eBay” page that
encourages one to leave feedback. However, since the item number is in principle known,
one might still be able to leave feedback for a transaction by doing so manually. This
finding is connected to what we experienced during our data collection: in feedback profiles
auction details are linked for 90 days after the feedback was left or received. If details are
not linked, this does not necessarily imply that they are not available any more.

We have also conducted a little experiment with one of our own accounts. On March
18, 2005, we won an auction. On March 23, the seller left a positive rating for us. We
had not rated the seller until June 23rd. On this day we left a feedback—this was almost
97 days after the auction ended and more than 91 days after we were rated.

In our random sample of auctions we found only very few cases in which feedback
was left more than 90 days after the end of an auction. In particular, only 0.03 per
cent of the first feedbacks and 0.06 per cent of the second feedbacks were given after 90
days, provided that at least one feedback was left. If the first feedback was negative,
the probability that is was given after 90 days was only 0.4 per cent. In this case, the
probability of a retaliative second feedback is 20 per cent.

From these findings we conclude that the possibility of leaving feedback later than 90
days after the end of an auction seems to be a little known secret and we doubt that
many users consider the chance that even their “last minute” feedback could be followed
by retaliation.

Even if it was publicly known that leaving feedback for longer than 90 days is possible,
our analysis and conclusions would only slightly change. The empirical evidence in favor
of the explanation given in this paper, namely the difference in the timing of positive and
negative feedbacks we found, remains unchanged.

As for agents’ strategic situation, what matters is the effect of such a “random last
minute” on the decision to give feedback first. For any given time at which a first feedback
is given, the possibility to give feedback after 90 days, at the risk that the feedback is not
registered, simply increases the likelihood that a second feedback is left. For positive first
feedbacks, this marginally increases the incentive to leave a positive feedback strategically,
but does not affect the incentive to place the feedback early. Conversely, the extended
period tends to further discourage negative first feedbacks because of a higher probability

17See http: //pages.ebay.com /help /feedback /questions /leaving-feedback.html (July 2005).
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that the opponent observes it and retaliates. Therefore, regarding the timing of a first
negative feedback, the incentive to leave it late is unchanged, but the extended period
may change the meaning of “late”. The extended time allows to postpone a first negative
feedback even more (after the 90th day). This is at the risk that the negative feedback
is not registered. On the other hand, the benefit is a lower probability that the feedback
is retaliated if the attention of the trading partner is fading over time. Admittedly, the
fact that negative first feedbacks are rarely left after the 90th day suggests that agents
estimate these costs to be higher than the benefits.

All in all, we conclude that the uncertain length of the extended period in which a
feedback can be given works against “last minute feedback” by making the “last minute”
a probabilistic deadline. We believe our empirical results would be strengthened if the
period for leaving feedbacks would be of fixed length.

5. Poricy IMPLICATIONS AND CONCLUDING REMARKS

In this paper, we have highlighted empirical phenomena such as “last minute (negative)
feedbacks” and have reconciled them with agents’ strategic feedback behavior on eBay.
In particular, we have shown evidence indicating that agents take likely reactions of the
trading partner in the “feedback game” into account when they leave feedback.

In this game, the first agent leaving a positive feedback “offers her cheek” to a negative
response, and will be likely to do it only if she is certain that her performance was “decent”.
Moreover, agents are aware of the risk that a negative feedback is retaliated. This implies
that positive feedbacks are usually given early, with the aim of stimulating reciprocation,
and negative feedbacks are given late or not given at all, in fear of retaliation. Therefore,
positive feedbacks are likely to be given too often and negatives are likely to be given too
seldom. Hence, negative feedbacks, if they are given, typically contain more information
than positive ones. In general, the informational content of feedback histories in such
eBay type bilateral feedback mechanisms may be low.

Let us finally develop some ideas geared towards improving the design of the feedback
mechanism.’™® Our analysis implies that the functioning of this mechanism could be
improved by making the “feedback game” less transparent to both parties. In particular,
favorable “anonymity” could be backed by the following mechanism: Feedbacks can be
left within a fixed period, say 90 days; as soon as the period is over, or both parties have
left their feedback, both feedbacks are revealed to the trading partners and the public.
Note that this device requires that feedback withdrawal is not possible. Otherwise, under
general conditions, it is a dominant strategy for the players to always leave a negative
feedback in order to be able to renegotiate after feedbacks have been revealed.

In general, the performance of buyers, in particular if they are asked to pay first,
is subject to little uncertainty and therefore, it is easier to discipline them: either the
full payment arrives on time, and bank transfer details can demonstrate this, or it does
not. Sellers can instead “cheat” in non evident ways on a variety of aspects of their

8Roth (2002) makes a strong case for economists helping to design markets and institutions.
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performance, and this opaqueness creates room for opportunistic behavior. Therefore, it
may be worthwhile to limit feedbacks to buyers rating sellers.t

In future work we plan to test whether the strategic behavior we observed in the
feedback game is typically part of a dynamic strategy, or is instead determined by con-
siderations limited to the single auction, so that the “feedback game” of each auction can
be seen as the end subgame of the dynamic trading game started with that auction.
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APPENDIX A: DATA COLLECTION

We first randomly drew auction numbers and downloaded the respective auction details. From these
auction details we obtained the respective seller member ID and randomly selected 10,000 sellers from
the United States.

In a next step, for each seller, we used the information in her feedback profile to obtain auction details
including the corresponding feedback which was received and left, and the respective timing information.
By construction, since we start from a member’s feedback profile, our sample consists of auction records
for which at least one feedback was left by either the seller or the buyer. In order to minimize the loss of
information, we include only those auctions into our data set which ended at least 100 days before the
date of our data collection. Moreover, we require the auctions to have ended at most 125 days before the
date of our data collection. This value is suggested by the data because after 125 days auction details
might not be available any more.

We restrict our attention to standard eBay auctions. That is, we drop auctions that belong to “eBay
Motors,” are “Live Auctions,” are “Advertisements Only,” and are “Quantity Items”. Moreover, we do
not consider auctions which ended early.

Mutually withdrawn feedbacks were coded as negatives.

APPENDIX B: ADDITIONAL GRAPHS AND FIGURES

First Feedback

empirical c.d.f.

Gb 90
time of the first feedback in days

Figure 6: Empirical cumulative distribution functions for the timing of the first feedback
given that it is given by the seller and that it is positive positive, buyer and positive,
buyer and negative or neutral, seller and negative or neutral (from left to right).
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First Feedback
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0 30 60 90
time of the first feedback in days

Figure 7: Empirical cumulative distribution functions for the timing of the first feedback
given high experience and the first feedback being positive, low experience and positive,
low experience and negative or neutral, high experience and negative or neutral (from left
to right). High experience is defined as a feedback score of at least 20.
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Figure 8: The probability of a first feedback being reciprocated (top graph) and retaliated
(bottom graph) against time of the first feedback if the second feedback is given by the
seller (solid line) or buyer (dashed line). Kernel regressions.
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Figure 9: The probability of a first feedback being reciprocated (top graph) and retaliated
(bottom graph) against time of the first feedback if the second feedback is given by an
experienced agent (solid line) or an inexperienced agent (dashed line). High experience is
defined as a feedback score of at least 20. Kernel regressions.
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